The Theoretical Basics of Popular Inequality Measures
Travis Hale, University of Texas Inequality Project

This document explores several inequality measures used broadly in the literature, with a special emphasis on how to compute Theil’s T statistic.  Inequality is related to several mathematical concepts, including dispersion, skewness, and variance.  As a result, there are many ways to measure inequality, which itself arises from various social and physical phenomena.  While this is not an exhaustive discussion of inequality measures, it does deal with several of the most popular statistics.  Several examples are included that pertain to inequality of salaries within two fictional companies – Universal Widget and Worldwide Widget – but all of the inequality measures discussed apply to a broad set of research questions.  The salary schedules for the example problems are below, followed by discussions of range, range ratios, the McLoone Index, the coefficient of variation, and the Gini Coefficient.  Following these brief introductions is an extended description of Theil’s T statistic.  

	Universal Widget Salary Schedule
	

	
	
	

	Position 
	# of Employees in Position
	Exact Annual Salary

	
	
	

	Custodial Staff
	7
	 $           18,000.00 

	Office Staff
	10
	 $           22,000.00 

	Equipment Operators
	280
	 $           25,000.00 

	Equipment Technicians
	15
	 $           35,000.00 

	Foremen
	15
	 $           40,000.00 

	Salespersons
	50
	 $           60,000.00 

	Engineers
	10
	 $           75,000.00 

	Managers
	6
	 $           80,000.00 

	Vice Presidents
	4
	 $         120,000.00 

	Senior Vice Presidents
	2
	 $         200,000.00 

	CEO
	1
	 $      1,000,000.00 

	
	
	

	
	
	

	Worldwide Widget Salary Schedule
	

	
	
	

	Position 
	# of Employees in Position
	Exact Annual Salary

	
	
	

	Custodial Staff
	12
	 $           15,000.00 

	Office Staff
	25
	 $           20,000.00 

	Equipment Operators
	1000
	 $           30,000.00 

	Equipment Technicians
	35
	 $           35,000.00 

	Foremen
	100
	 $           45,000.00 

	Salespersons
	80
	 $           50,000.00 

	Managers
	10
	 $           60,000.00 

	Engineers
	25
	 $           80,000.00 

	Vice Presidents
	8
	 $         175,000.00 

	Senior Vice Presidents
	4
	 $         250,000.00 

	CEO
	1
	 $      5,000,000.00 


Range 
Perhaps the simplest measure of dispersion, the range merely calculates the difference between the highest and lowest observations of a particular variable of interest.  Strengths of the range include its mathematical simplicity and ease of understanding.  However, it is a very limited measure.  The range only uses two observations from the overall set, it does not weight observations by important underlying characteristics (like the population of a state, the experience of an employee, etc.), and it is sensitive to inflationary pressures.  In the case of a company, the range between the salaries of the highest and lowest paid employees may not give much information.  For Universal Widget, the range in salaries is $982,000 ($1,000,000 - $18,000), while for Worldwide Widget the range is $4,985,000 ($5,000,000 - $15,000).  Does this mean that Worldwide Widget has a much more unequal wage structure than Universal Widget?  Not without further evidence.

Range Ratios

To find the range ratio for a certain variable, divide the value at a certain percentile (usually above the median) by the value at a lower percentile (usually below the median).  One range ratio often used in the study of inequality in educational expenditures is the Federal Range Ratio, which divides the difference between the revenue for the student at the 95th percentile and the 5th percentile by the revenue for the student at the 95th percentile.
  Another popular range ratio is the inter-quartile range ratio.  Subtracting the observation at the 25th percentile by the observation at the 75th percentile results in a quantity known as the inter-quartile range, and dividing the observation at the 75th percentile by the 25th percentile calculates the inter-quartile range ratio.  Range ratios can measure all sorts of inequalities and the percentiles can be constructed in any manner.  A range ratio can take on any value between one and infinity, and smaller values reflect lower inequality.  

Using the example data, one can compute a 90:10 range ratio for the two widget companies.  For Universal Widget, the 90th percentile falls at a salary of $60,000 and the 10th percentile is $25,000.  Thus, the 90:10 range ratio is $60,000/$25,000 or 2.4.  For Worldwide Widget, the 90th percentile falls at a salary of $35,000 and the 10th percentile is $30,000.  Therefore, the 90:10 range ratio is $35,000/$30,000 or 1.17.  Given this information, Worldwide Widget has a more equal pay structure, the opposite conclusion gleaned from the range.  

Range ratios are easy to understand and simple to compute.  They can directly compares the “haves” - observations at the 90th percentile or elsewhere above the median value - with the “have-nots” - observations at the 10th percentile or elsewhere below the median, without being sensitive to outliers at the very top or very bottom of the distribution.  However, like the range, range ratios only look at two distinct data points, throwing away the great majority of the data.  Because of this significant limitation, researchers often employ more sophisticated inequality measures.  

McLoone Index

The McLoone Index is another example of a measure that compares one part of a distribution to another.  However, the McLoone Index takes a much larger proportion of the data into account.  It compares how much of a resource is concentrated in the bottom half of a distribution to the median amount.  To compute the McLoone Index value, divide the sum of all of the observations at or below the median level by the product of the number of observations at or below the median level and the value of the median level.  Values of the McLoone Index are bound below by zero - if the lower half of the distribution receives none of the resource - and above by one - if there are no observations below the median.  The latter case would occur if the lowest value is shared by at least half of the observations.  Unlike most inequality measures, a higher value for the McLoone Index describes a more equitable distribution.  

For example, the Universal Widget Company has 400 employees.  The median salary value is approximately that of the 200th least compensated employee.  That employee is an Equipment Operator who makes $25,000.  The McLoone Index is the ratio of the actual salaries of the least paid half of the Universal Widget workforce to the counterfactual denominator of $25,000 * 200 = 5,000,000.  Thus the McLoone Index for Universal Widget equals (7*18,000 + 10*22,000 + 183*25,000) / 5,000,000 or .9842.  Parallel computations reveal that Worldwide Widget has a McLoone Index value of .9595.  This leads to a conclusion that Universal has a more equal pay structure.  

The McLoone Index is relatively easy to understand, and might be an appropriate measure if researchers are primarily interested in the bottom of a distribution.  If the median observation reflects an “adequate” level, then the McLoone Index gives some sense of how the bottom half of the distribution is doing compared the middle.  However, the McLoone Index has some potentially objectionable properties.  First, it does not use all information, throwing away the observations above the median.  Certainly there is a substantial difference between a distribution where the higher values lie just above the median and one where some observations lie far beyond the median.  The McLoone Index compares reality with a counterfactual model, so the researcher may be asked to justify the comparison of reality to an alternative where the entire bottom half of the distribution shares the median value.  While the McLoone Index has thus far been concerned primarily with school finance inequality measurement, there are similar measures with broader application, and there is no reason that the McLoone Index itself could not be applied to other phenomena.  

The Coefficient of Variation

The coefficient of variation is simply the standard deviation of a variable divided by the mean.
  Graphically, the coefficient of variation describes the peakedness of a unimodal frequency distribution.  For a dataset that is closely bunched around the mean, the peak will be high, and the coefficient of variation small.  Data that is more dispersed will have a shorter peak and a higher coefficient of variation.  Ceteris paribus, the smaller the coefficient of variation, the more equitable the distribution.

The first step in computing coefficients of variation for the sample data is to find the mean and standard deviation of each set.  This is fairly easy to do with statistics software, or a spreadsheet program such as Microsoft Excel.  Universal Widget has an average salary of $36,452.50 and a standard deviation of 52,630.52.  Worldwide Widget has an average salary of $38,773.08 and a standard deviation of 138,990.96.  This leads to coefficients of variation of 1.44 and 3.58 for Universal and Worldwide, respectively, concluding that Universal has the more equitable salary structure.  
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The coefficient of variation has some attractive properties.  If group data is used, but weighted by population size, small outlying observations do not skew the distribution greatly.  Individuals with even a limited statistical background are likely to be familiar with the standard deviation and sample mean, making the coefficient of variation easy to explain to a non-technical audience.  Furthermore, by construction, inflation does not affect the coefficient of variation.  A disadvantage of the measure is that, theoretically, the coefficient of variation can take any value between zero and infinity, and there is no universal standard that defines a reasonable value of the measure for particular phenomena.  

The Gini Coefficient

The Gini coefficient derives from the Lorenz Curve.  To plot a Lorenz curve, rank the observations from lowest to highest on the variable of interest, and then plot the cumulative proportion of the population on the X-axis and the cumulative proportion of the variable of interest on the Y-axis.
  The Gini coefficient compares this cumulative frequency and size curve to the uniform distribution that represents equality. In the graphical depiction below, a diagonal line represents perfect equality, and the greater the deviation of the Lorenz curve from this line, the greater the inequality.  The Gini coefficient is double the area between the equality diagonal and the Lorenz curve, bounded below by zero (perfect equality) and above by one (the case when a single member of the population holds all of a resource).
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There are several ways to compute the Gini coefficient for a dataset.  Researchers who are comfortable with Calculus and spreadsheet analysis and have a large amount of data that results in smooth plots can estimate a high order polynomial for the Lorenz Curve (Microsoft Excel will add up to a 6th degree polynomial as a trend line for an XY graph), and then take an appropriate integral to compute the size of the shaded area.  Likewise, other estimation techniques, such as the method of rectangles, the method of trapezoids, or Monte Carlo integration will provide reasonable estimates.  Another way to compute the Gini is directly from an algebraic formula.  Given that the data is ordered from smallest to largest values of the variable of interest, the formula is:
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, where i is the individual’s rank order number, n is the number of total individuals, x’i is the individual’s variable value, and ( is the population average.


To compute the Gini coefficients for the sample data, it is easiest to organize the data such that each individual is given his or her own record (such that the salary schedule for Universal Widget has 400 rows, one for each employee).  After splitting the data in this manner, it is fairly straightforward to apply the formula above.  For Universal Widget, the Gini coefficient is 0.279625369, while for Worldwide Widget, the Gini coefficient is 0.227509252.  

The Gini coefficient is a full-information measure, looking at all parts of the distribution.  It is probably the most well-known and broadly used measure of inequality used in economic literature.  The Gini coefficient facilitates direct comparison of two populations, regardless of their sizes.  In other words, with the Gini coefficient one can directly compare the inequality in a classroom to the inequality in a country.  While the actual computation of the Gini coefficient may include taking an integral or using a slightly complex formula, the visual description is elegant and easy to understand.  The Gini coefficient does suffer from the lack of a true zero, and the need for a context.  While a distributional policy, like giving everyone below the poverty line $1,000, has real implications, the repercussions of a 5% reduction of the Gini coefficient are much less clear.  

Theil’s T Statistic

The inequality measures discussed above are each appropriate in certain circumstances.  The rationale for preferring Theil’s T statistic is not that there is some inherent flaw in the other measures, but that Theil’s T has a more flexible structure that often makes it more appropriate.  If a researcher always had access to complete, individual level data for the population of interest, then measures like the coefficient of variation or the Gini coefficient would usually be sufficient for describing inequality.  However, in practice, individual data is rarely available, and researchers are asked to make due with aggregated data.  Returning to the example problem illustrates the point.  What if the Universal Widget salary schedule did not reflect the exact salary for each employee but the average salary over each job category?  It would be possible to compute values for the coefficient of variation or the Gini coefficient under the assumption that each employee receives exactly the average salary, but the results would only give an upper or lower bound of each inequality measure, because variance within each job category will contribute to total inequality.  For most practical data, data that has some degree of aggregation or an underlying hierarchy (e.g. cities within regions within nations), Theil’s T statistic is often a more appropriate and theoretically sound tool.

The following formulae give the algebra behind Theil’s T statistic.  While these particular equations use income as the variable of interest, Theil’s T can address any number of quantifiable phenomena.  When household data is available, Theil’s T statistic is
: 
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where n is the number of individuals in the population, yp is the income of the person indexed by p, and y is the population’s average income.  If every individual has exactly the same income, T will be zero; this represents perfect equality and is the minimum value of Theil’s T.  If one individual has all of the income, T will equal ln n; this represents utmost inequality and is the maximum value of Theil’s T statistic.  

If members of a population can be classified into mutually exclusive and completely exhaustive groups, then Theil’s T statistic is made up of two components, the between group element (T’g) and the within group element (Twg).  

[2] 
T = T’g + Twg
When aggregated data is available instead of individual data, T’g can be used as a lower bound for the population’s value of Theil’s T statistic.  The between group element of Theil’s T can be written as:
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where i indexes the groups, pi is the population of group i, P is the total population, yi is the average income in group i, and is the average income across the entire population.  T’g is bounded above by ln (P/pi(min)), the natural logarithm of the total population divided by the size of the smallest group.  This value is attained when the smallest group holds all the resource.  When data is hierarchically nested (i.e. every municipality is in a province and each province is in a country) Theil’s T statistic must increase or stay the same as the level of aggregation becomes smaller (i.e. Tpopulation  T’g (district)  T’g (county)  T’g (region)).  Theil’s T statistic for the population equals the limit of the between group Theil component as the number of groups approaches the size of the population.


Because the central purpose of this document is to show how to use Theil’s T statistic, the examples relating to its use will be a little more involved.

Example 1: Construct Theil’s T statistic for Universal Widget and Worldwide Widget with the data as given.  

A. 
First, consider Universal Widget.  To follow along in Excel, open the spreadsheet “Example Problems with Theil’s T Statistic” and select the worksheet “Theil Example 1A”.  Since individual level data is available, Equation 1 is relevant.  The first step is to sum the number of employees and the total payroll and to divide total payroll by the number of employees to get the average salary.  Next, compute the salary/average salary quotient for each salary level.  Then, take the natural logarithm of the same quotient.  An individual’s “Theil element” is the contribution that he or she makes to Theil’s T statistic.  This value is computed as [1/n]*[salary/average salary]*[ln(salary/average salary)].  After computing the Theil elements for each job position, multiply by the number of employees in the position.  Adding up these values yields the Theil Index, which in the case of Universal Widget is 0.28615395.  

B.
To compute Theil’s T statistic for Worldwide Widget, follow the exact same steps as in Part A.  The computations can be found in the Excel spreadsheet “Example Problems with Theil’s T Statistic” under the worksheet “Theil Example 1B”.  The result is a Theil’s T Statistic value of 0.463162658.

Analysis: Computing values for Theil’s T statistic is a relatively simple process of plugging values into a formula.  The real concern is to make some conclusion about inequality.  Is it possible to conclude that Worldwide Widget has a more unequal salary structure than Universal Widget because Worldwide has a higher value of Theil’s T statistic?  Not necessarily.  As discussed above, with individual data, the value of Theil’s T statistic is bounded by ln (n), so while Universal Widget has an upper bound of ln(400) = 5.991464547, Worldwide Widget has an upper bound ln(1300) = 7.170119543.  Because Worldwide Widget has more employees, ceteris paribus it will have a greater value of Theil’s T statistic (in fact if the companies had identical Theil’s T statistic values, one could conclude that the larger company had less inequality).  Generally speaking, values of Theil’s T statistic need a context to make sense.  Given that last year’s Theil’s T statistic for salaries at Universal Widget was .1000, the Theil’s T statistic for salaries at Worldwide Widget was .5000, and both companies had workforces of similar size to their current levels, one could conclude that salary inequality increased at Universal and decreased at Worldwide over the last year.  Knowing only this year’s information and that the two companies have significantly different sized workforces, it is difficult to make many substantive conclusions.  If only one year’s worth of data is available, then another inequality measure, such as the Gini coefficient or coefficient of variation may be more appropriate.

Example 2: What is the interpretation of Theil’s T statistic if the salary schedules given represent the average salary across positions, not the exact salaries?

In other words, for Universal Widget, the 7 members of the Custodial Staff have an average salary of $18,000 per year, but this may fluctuate among individuals.  

Analysis: Looking at Equation 2, Theil’s T statistic is composed of a between group part and within group part.  Under the assumptions of this problem statement, there is no way to compute the within group component, because there is no knowledge of individual salaries, only average salaries.  However, it is possible to compute the between group component and note that this is the lower bound for total inequality.  For this task, the proper mathematical relation is Equation 3, which by no accident bears a striking resemblance to Equation 1.  Because the salary figures are the same, the numerical values of Theil’s T statistic do not change for either company, but the interpretation does.  Now 0.28615395 represents the between group component of Theil’s T statistic for Universal Widget and the lower bound of total inequality.  The spreadsheet analysis for both Universal and Worldwide can be found in the Excel Spreadsheet “Example Problems with Theil’s T Statistic” under the worksheets “Theil Example 2A” and “Theil Example 2B.”  Notice how the column headings change, which changes the underlying interpretation of the calculations.

Example 3:

Consider the following data:

	Univeral Widget Salary Schedule
	
	
	

	Job Type
	Experience
	# of Employees in Position
	 Exact Annual Salary 

	
	
	
	

	Custodial Staff
	Entry
	2
	 $              16,000.00 

	
	Mid
	3
	 $              18,000.00 

	
	Senior
	2
	 $              20,000.00 

	Office Staff
	Entry
	2
	 $              18,000.00 

	
	Mid
	6
	 $              22,000.00 

	
	Senior
	2
	 $              26,000.00 

	Equipment Operators
	Entry
	70
	 $              20,000.00 

	
	Mid
	140
	 $              25,000.00 

	
	Senior
	70
	 $              30,000.00 

	Equipment Technicians
	Entry
	5
	 $              29,000.00 

	
	Mid
	5
	 $              35,000.00 

	
	Senior
	5
	 $              41,000.00 

	Foremen
	Entry
	2
	 $              25,000.00 

	
	Mid
	10
	 $              40,000.00 

	
	Senior
	3
	 $              50,000.00 

	Salespersons
	Entry
	10
	 $              47,000.00 

	
	Mid
	30
	 $              60,000.00 

	
	Senior
	10
	 $              73,000.00 

	Engineers
	Entry
	3
	 $              70,000.00 

	
	Mid
	4
	 $              75,000.00 

	
	Senior
	3
	 $              80,000.00 

	Managers
	Entry
	2
	 $              60,000.00 

	
	Mid
	2
	 $              80,000.00 

	
	Senior
	2
	 $            100,000.00 

	Vice Presidents
	Entry
	1
	 $            100,000.00 

	
	Mid
	2
	 $            120,000.00 

	
	Senior
	1
	 $            140,000.00 

	Senior Vice Presidents
	Entry
	1
	 $            160,000.00 

	
	Mid
	1
	 $            240,000.00 

	CEO
	Senior
	1
	 $         1,000,000.00 


Unlike examples 1A and 1B, employees draw different salaries based on both their level of seniority (entry, mid, senior) and their job position. Example 3 resumes the assumption from the first example that the data represents exact salary information for each individual.  

Given this new data, what is the Theil Index for Universal Widget?

Answer: There are several ways to do this problem, and four solutions are worked out in the spreadsheet.  The first solution (Theil Example 3A) starts by computing the within-group inequality for each job position (custodial staff, engineers, etc.).  A Theil component is computed for each experience level within each job position, the summation of which gives within group inequality.  However, before concluding how much the job position inequality contributes to total company-wide inequality, we must re-weight by the proportion of salaries within the job position.  (In other words, inequality within the equipment operator group takes on greater weight than among the custodial staff, because 70% of workers operate equipment while less than 2% perform custodial services.)  Computing the Theil Index in this manner helps us to parse total inequality into within-group and between-group components.  The total value of the Theil Index is now 0.12860521, of which 0.124275081 is between-group inequality and 0.004330129.  The substantive lesson here is that the difference in average salaries between job positions causes the vast majority of the inequality, and the differences among seniority levels within job positions contribute very little to total inequality.  


Theil Example 3B calculates total inequality by comparing each job position-experience level combination to the average salary.  The value of the total Theil Index is the same, but this method does not naturally parse the Index into within-group and between-group portions.  Full enumeration - Theil Example 3C makes each employee a separate record, which, yet again, leads to the same value for the total Theil Index, but does not calculate the within group and between group portions.


Alternative approach – compute the Theil Index by experience level instead of job position

Advantages and Disadvantages of the Theil Index

The principle disadvantage of the Theil index is that its values are not always comparable across different units (such as nations).  If the number and sizes of groups differ, then limit of the index will differ.  On the other hand, the Theil index has less stringent data requirements – group data is often easier to come by than individual survey data – and Theil index values can tell a rich story about inequality over different levels of aggregation…  

� EMBED Equation.3  ���





� EMBED Equation.3  ���








� Given that all observations are ordered from lowest to highest, a percentile is merely the observation that is a certain portion away from the lowest value.  If a company had 200 employees and listed their salaries from lowest to highest, the 5th percentile would be found at the 10th lowest observation (.05 * 200 = 10) and the 95th percentile would be found at the 190th lowest observation (or the 10th highest depending on your perspective; .95 * 200 = 190.)  The median is the 50th percentile, or middle value.  


� The standard deviation is defined as � EMBED Equation.DSMT4  ���where � EMBED Equation.DSMT4  ���is the sample average and some texts substitute N for N – 1 in the denominator.�


� For more information on Lorenz Curves, see the entry in Eric Weisstein’s World of Mathematics, � HYPERLINK "http://mathworld.wolfram.com/" ��http://mathworld.wolfram.com/�. �Christian Damgaard, “Lorenz Curve.” Online. Available: � HYPERLINK "http://mathworld.wolfram.com/LorenzCurve.html" ��http://mathworld.wolfram.com/LorenzCurve.html�.  Accessed : 20 June 2003.�


� For a more complete treatment on the Gini Coefficient, see the entry in Eric Weisstein’s World of Mathematics, � HYPERLINK "http://mathworld.wolfram.com/" ��http://mathworld.wolfram.com/�. �Christian Damgaard, “Gini coefficient.” Online. Available: � HYPERLINK "http://mathworld.wolfram.com/GiniCoefficient.html" ��http://mathworld.wolfram.com/GiniCoefficient.html�.  Accessed : 20 June 2003.





� Pedro Conceição and Pedro Ferreira provide a much more detailed analysis of these issues in their UTIP working paper “The Young Person’s Guide to the Theil Index: Suggesting Intuitive Interpretations and Exploring Analytical Applications.”


Pedro Conceição and Pedro Ferreira, “The Young Person’s Guide to the Theil Index: Suggesting Intuitive Interpretations and Exploring Analytical Applications.” UTIP Working Paper Number 14.  Online.  Available: � HYPERLINK "http://www.utip.gov.utexas.edu" ��www.utip.gov.utexas.edu�.  Accessed: 20 June 2003.





� Equations 1, 2, and 3 closely follow: Pedro Conceição, James K. Galbraith, and Peter Bradford; “The Theil Index in Sequences of Nested and Hierarchic Grouping Structures: Implications for the Measurement of Inequality through Time, with Data Aggregated at Different Levels of Industrial Classification,” Eastern Economic Journal, Volume 27 (2000), Pages 61 – 74. 
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